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Think AI is out of reach? It turns out that your accomplishments on the conventional analytics side put 

you well on your way to robust machine learning (ML) success. In this paper, we explore the approach 

of augmenting classic analytics with ML and outline a maturity model for getting there. We also 

highlight case studies of enterprise customers who have realized huge benefit from adding ML to their 

analytics competency.  

 

INTRODUCTION  

If your organization is data-driven, business intelligence-savvy and/or into big data analytics, you know 

the amount of work that goes into setting up the infrastructure, acquiring the skills and building the 

culture necessary to sustain it. But did you know that investment puts you on the cusp of being an AI-

driven organization too? 

While most data and analytics professionals may self-select as specialized in conventional analytics 

only, the reality is that the groundwork, skills, discipline and initiatives that established their 

competency are directly applicable to machine learning and AI. And that applicability doesn’t just help 

them meet prerequisites; in fact, it gets those organizations a significant way toward the AI finish line. 

With advances in machine learning (ML) ease of use, breakthroughs like AutoML and integration of ML 

technology in more conventional analytics platforms, AI and ML are more accessible than ever to 

analytics professionals and even to intrepid business users. The truth is, you don’t have to be an AI 

expert to take advantage of AI because, in many cases, AI can fit into familiar analytics paradigms. 

Most analytics pros will not identify themselves as eligible to onboard machine learning expertise; the 

two are viewed not only as distinct but, to some, as mutually exclusive. The paradox that faces the 

industry, meanwhile, is that the AI/ML skill set sits quite adjacent to the conventional analytics 

competency and the two have quite a lot of overlap. For this reason, the discipline of building machine 

learning models, and certainly that of conducting predictive analytics by scoring data against existing 

models, is absolutely in the analytics professional’s wheelhouse. 

This paper will investigate and illuminate just how the conventional analytics and AI/ML disciplines 

align and connect. It will provide technical decision makers with approaches for enabling Machine 

Learning (ML) culture and proficiency in organizations that are mature in their use of conventional 

data & analytics but not yet fully invested in ML. The paper will also explain why the success of such 

additive adoption of ML cloud initiatives can be greatly accelerated by applying a staged maturity 

model with defined processes and gates. 

We will start by: 

• Illuminating the adjacency of AI/ML for, and benefits of, ML for analytics-savvy organizations 

• Describing key business problems and use cases that ML can help with 

• Outlining why a cloud-native solution is perfect for ML implementations and how to get there 

For those who wish more detail, with an eye toward due diligence, we will go further, by: 

• Identifying major ML personas, their needs, and the workflow for collaborating with analytics 
teams 
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• Discussing ways an organization can architect its ML solution in the cloud 

• Defining Machine Learning Operations (MLOps) and why it's imperative for mature 
organizations 

• Detailing a multi-staged maturity model for analytics-mature organizations adopting a cloud-
native ML solution 

• Outlining the steps by which organizations can move through the maturity model 

 

We will finish up by: 

• Discussing Responsible AI 

• Providing coverage of the Azure Machine Learning (Azure ML) platform, describing its main 
features and capabilities  

• Exploring two Azure ML customer use cases leveraging Azure ML and its capabilities to solve 
real-world problems 

BENEFITS OF ADDITIVE ML ADOPTION   

Traditional analytics has been key to commercial success and competitiveness for more than the past 

decade. But analyzing historical data to observe relatively broad trends has moved from cutting-edge 

to commonplace. As the technology has matured and become ubiquitous, it has ceased to be a 

differentiator. Business users have grown accustomed to these capabilities and have increasingly 

taken them for granted. These limitations can be overcome, and significant new capabilities unlocked, 

when organizations adopt ML in parallel, and in concert, with the classic analytics. And since many 

organizations have already started to move their analytics to the cloud, this is a particularly good time 

to onboard a cloud-based ML competency. Adopting AI and ML brings a future-centric view of the 

data and the ability to make correspondingly better business decisions.  

Business and Competitive Benefits 

ML-adopting organizations can identify future market directions, optimize internal operational 

processes, forecast demand, or predict customer behavior, bringing true competitive advantage and 

differentiation. While some of that has been possible in a more generic fashion with conventional 

analytics, ML-based predictions can be tailored to an individual customer, remote sensor or any 

specific entity, persona or actor. 

Strategic Support 

By analyzing historical data to derive insights, determine trends and make better decisions, 

organizations have long been in the habit of using past data to predict future outcomes, effectively 

engaging in a crude form of predictive analytics, whether they knew it or not. Predicting future 

outcomes based on trends alone, rather than on predictive models, is an imprecise and manual task, 

necessarily augmented by hunch and instinctive extrapolation. Moving to machine learning helps 

predict future outcomes in a precise way. 

Here’s an example: With classic analytics, you can understand past sales performance and the 

patterns within it. By adding ML, those insights can be codified, modeled and used to triage different 

marketing strategies, by predicting which will have the strongest impact on sales. 
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Analytics-ML Synergies 

The beauty of the ML approach means organizations don’t have to jettison their existing investments 

in their analytics. Instead, these investments pay off even more handsomely when adopting ML. An 

additive approach to ML adoption, combined with a robust cloud-native ML feature set and a shrewd 

ML maturity model, creates strong competitive differentiation for the organizations who adopt it.  

AUGMENTING ANALYTICS WITH ML: PERSONAS AND WORKFLOWS 

To take full advantage of the potential synergies between the Analytics and ML, it’s helpful to 

understand the personas in a typical ML practice and the interactions and collaborative workflows 

between the personas and their peers on the analytics side. 

In this section we’ll review the most common personas found in both analytics and ML practices. 

These lists are necessarily generalized and – depending on the size of an organization and its relative 

maturity – certain of these roles may not exist and/or more than one of them may apply to the same 

person. Additional roles may to be added to the roster, depending on the organization’s needs and 

size. That said, these lists are consistent across a wide variety of industries, sectors, company sizes and 

business cultures and they reflect well-defined ML and analytics practices. 

Let’s start on the analytics side. Here’s a list of the most common personas in an analytics practice: 

• Chief Data Officer: oversees and sets policies for all aspects of data strategy, management, quality 

and governance.   

• Data Engineer: creates data pipelines for ingesting data into the organization’s data platform, 

including databases, data lakes, data warehouses and other similar data systems. 

• Data Analyst: uses data loaded in the organization’s database systems to create sophisticated 

analyses, reports and presentations and generate insights for business users. 

• Data Steward: responsible for governance and certification of data sets and guiding internal 

consumers on the correct use of enterprise-wide data. 

• Business Data Consumer: user on the business side who consumes data for day-to-day 

responsibilities, by using business-friendly tools such as Excel or Power BI. 

• Citizen Data Scientist: technical or business user (potentially a data engineer, developer or 

business analyst), many times self-taught, with an interest in easy-to-use ML concepts – such as 

AutoML – in order to deepen understanding of data and generate insights without delving into the 

technical aspects of the ML lifecycle. 

 

Now here’s a list of the most common personas typically encountered in an ML practice: 

• Chief Data Scientist: oversees and sets policies for all aspects of ML strategy, management and 

governance. 

• Professional Data Scientist: responsible for finding new insights through use of data analytics and 

ML models. 

• Developer: responsible for programming and training ML models.  

• ML Engineer: responsible for scaling, data enabling and operationalizing ML models. 
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In order for organizations to gain from the synergies between the analytics and ML practices, and 

generate the additive benefits we have discussed, common workflows need to be identified and, 

where appropriate, codified into process descriptions and associated diagrams. Topics that need to be 

discussed and customized for each organization include: 

• Identifying workflows between analytics and ML practitioners.  

• Defining roles and responsibilities for analytics and ML personas.  

• Adding specificity and customizing ML personas based on the organization’s culture and 

collaboration patterns.  

• Staffing. The analytics personas are usually already staffed in mature organizations. Staffing the 

ML personas can be more complex; consider cross-training existing analytics staff, hiring outside 

trained data scientists or statisticians, economists and candidates skilled in similar math-heavy 

specialties. 

Below we present a sample collaborative workflows between the analytics and ML practices operating 

in an Azure environment. Again, workflows like this will have to be customized to the specifics of each 

organization. 
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Sample Workflow: Creation of organizational ML policy 

 

Personas involved: Chief Data Scientist, Chief Data Officer, Enterprise CIO, Data Steward, Trained Data 

Scientist, Model Developer, Model Engineer, Data Engineer, Data Analyst, Citizen Data Scientist, 

Business Data Consumer 

 

Workflow Details: Creation and dissemination of an organization-wide policy for ML 

 

 

CULTURE PRINCIPLES AND ARCHITECTURAL PATTERNS 

Adopting ML in the cloud and connecting in a meaningful manner with the analytics practice will 

require measured investment in the proper architecture for most organizations. In designing from 

scratch or adapting their existing cloud architecture, organizations should take into consideration the 

following principles: 

• Design for flexibility and multi-disciplinary skill sets. Especially at the beginning of their ML 

journey, staff can be expected to be more familiar with analytics technology and terms. 

Architecture should first focus on native-cloud data capabilities, with ML capabilities layered on 

top. 
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• Create Proofs-of-concept (POCs). Identify and inform stakeholders and build appropriate use 

cases as POCs. The use cases should combine analytics and ML, involve several personas and cover 

a variety of workflows and platform capabilities.  

• Use built-in capabilities first. Use these to their full extent, before branching out to third-party 

tools and approaches. Use Microsoft’s investments in Azure ML to your advantage and reap the 

benefits of ML cloud adoption faster.  

• Create an integrated architecture, in stages. Drive incrementally towards an integrated cloud 

architecture for analytics and ML. Start with a stable analytics architecture and methodically add 

ML enhancements on top. Stakeholders will become excited as the architecture starts to coalesce 

around the common vision and more combined capabilities are brought online. 

• Do not go for a big-bang approach. Build incrementally.  You will have more success by building a 

few well-designed use cases at a time for ML, rather than attempting to do it all at once. Not 

everything needs to be solved on day 1, and there will be ML features that are not applicable for 

every organization. Adhere to the principles of flexibility, iterations and layering capabilities in 

order to build robust cloud-native ML capabilities. Use these successes to inform the next stages 

of your organization’s combined ML and analytics journey. 

Below we present some sample architectural diagrams for a combined ML and analytics practice that 

follows the principles we just outlined. We are starting from a simple analytics architecture and 

layering in additional advanced capabilities in each stage. The end-goal is to create an architecture 

that supports both ML and analytics. Note that these are just sample ideas that will need to be 

customized for each organization; we are only using them to show how a combined approach could be 

achieved in stages. 
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Sample Architecture Diagram 1: Load training data from on-premises to the cloud 

 

 

Sample Architecture Diagram 2: Build, train and test an ML model on the just-loaded data
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Sample Architecture Diagram 3: Deploy and run model on real-time sensor data and visualize model results 

 

 

A BRIEF INTRODUCTION TO MLOPS   

Data scientists usually assume responsibilities around model design, training and operationalization, 

but the operations work needs to be spread to other parties and supported by platforms. The 

framework most organizations are adopting takes its cues from the DevOps discipline. Appropriately 

named MLOps, it strives to combine all aspects of the ML model development, training and 

monitoring lifecycle with IT operations. In addition to DevOps, the practice of administering and 

operating dataflows known as DataOps feeds directly into the wider MLOps mandate.  

This is illustrated in the diagram below: 
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Below is a summary of each of the steps in the MLOps lifecycle depicted in the above diagram 

• Model Reproducibility: Capabilities that track a model, its associated data, code, and 

configuration, to enable reconstruction of the model and its predictions corresponding to any 

particular point in time 

• Training: automated building, and rebuilding, of model based on specific training data set, 

algorithm and configuration (including specification of label, features and hyperparameter values) 
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• Testing: the process of running test data through a model and comparing generated predicted 

values with corresponding actual label values, to determine accuracy 

• Deployment: No-code model deployment and publishing for consumption as a web service or 

other API 

• Governance: Lineage, traceability, validation and explainability through Responsible AI practices 

(discussed further later in this paper) 

• Monitoring: Tracking of a model’s ongoing operational characteristics including performance, 

accuracy and data drift over time. 

Azure ML (discussed in more detail later in this paper) provides MLOps capabilities under a single, 

easy-to-use management and execution interface that also serves up ML development, training and 

compute services. Such a cloud-based MLOps approach, combined with the right organizational 

maturity model, provides the strongest guarantee of successfully implementing a leading ML practice. 
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A MATURITY MODEL FOR ADOPTING ML 

Organizations should avoid the mistake of going all-in on a “big bang” approach to institutionalizing 

and operationalizing an ML culture, and should instead take on their ML rollout in bite-sized chunks 

that allow them to get traction quickly. Specifically, the most prudent approach involves gradually 

progressing through a set of maturity levels. We outline in the diagram below the five maturity levels 

most organizations need to move through in order to achieve a continuously improving ML culture. 

 

 

For each of the five maturity levels summarized in the above diagram, we provide details below. In 

addition to describing each of the levels in more detail, we also characterize them across five different 

categories: ML usage; ML/analytics alignment; ML organization establishment; ML training; and ML 

staffing. 
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Level 1: Initial 

In the initial level, organizations have a well-established analytics organization but have not yet 

started working with ML. Best practices for the use of analytics are well-established and are working 

well for the needs of the organization. The organization is just starting to encounter some problems 

that its current analytics stack is not tackling. There are rumblings of potential synergies between ML 

and analytics. A Proof-of-Concept (POC) might be conducted to investigate further. 

The Initial level can be summarized across the five categories as follows: 

CATEGORY INIT IAL LEVEL STATE  

ML USAGE ▪ Not yet in place at formal level 

▪ Potential POCs to investigate benefits are launched 

ALIGNMENT 

BETWEEN ML 

AND ANALYTICS 

▪ Non-existent 

▪ Analytics practice is fully established but no formal ML practice exists 

ML 

ORGANIZATIONAL 

FUNCTION 

▪ Non-existent at the formal level 

ML TRAINING ▪ Non-existent 

ML STAFFING ▪ No formal staffing  

▪ Analytics staff only 
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Level 2: Developing 

In the Developing level, power users, advanced technical staff and other enthusiasts have taken some 

concrete steps towards incorporating ML functionality into their work (though the analytics 

organization is not yet formally involved). Users at this level are leveraging ML technology as data 

consumers, without leaving the analytics domain. Presentations of these efforts are given to senior 

leadership and the wider organization. This begets further propagation of simple ML adoption across 

the population of analytics users.  

The Developing level can be summarized across the five categories as follows: 

CATEGORY DEVELOPING LEVEL STATE  

ML USAGE  ▪ Initial informal usage by ANALYTICS staff, citizen data 
scientists and other interested data consumers  

▪ Users “kicking the tires” of the technology and 
understanding the basics of model creation and usage 

ALIGNMENT BETWEEN ML 
AND ANALYTICS  

▪ Non-existent at the formal level 

▪ Cross-pollination in progress through presentations of 
lessons learned via ML usage by analytics staff 

ML ORGANIZATIONAL 
FUNCTION  

▪ Non-existent at the formal level 

ML TRAINING  ▪ Non-existent 

ML STAFFING  ▪ No formal staffing 

▪ Analytics staff and advanced technical users 
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Level 3: Integrating 

In the Integrating level, the use of ML from the Developing level has spread to several departments. 

Some analytics users have been formally trained in ML; preliminary in-house ML models are now 

being developed and organizational analytics data is being used to train them. The applications and 

benefits of ML are becoming more widely understood, and departments are studying how to integrate 

analytics and ML disciplines further. Launching a dedicated ML department or adding ML 

responsibilities to the analytics department’s mandate is now under serious consideration. 

The Integrating level can be summarized across the five categories as follows: 

CATEGORY INTEGRATING LEVEL STATE 

ML USAGE ▪ Beginning to spread across the organization 

▪ In-house models are being developed and in-house data 
analytics assets are used to train them 

ALIGNMENT BETWEEN ML 
AND ANALYTICS  

▪ Non-existent at the formal level 

▪ Need for it is being recognized and organizational 
initiatives are being launched to study how to implement  

ML ORGANIZATIONAL 
FUNCTION  

▪ Non-existent at the formal level 

▪ Need for a formal function is recognized and plans to 
create one are being drawn up 

ML TRAINING  ▪ Some analytics staff are being trained 

ML STAFFING  ▪ No formal staffing, but the need for is it being recognized 

▪ Analytics staff, advanced technical and business users  
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Level 4: Aligning 

In the Aligning level, ML is now considered a strategic focus for the organization overall and 

corresponding structural changes are effected. A formal ML department will be launched or ML will 

come under the purview of the analytics department, mostly staffed by analytics personnel cross-

trained in ML during the previous levels. AutoML, Responsible AI and MLOps are being applied. New 

staff being hired are conversant with both analytics and ML skills. Comprehensive projects with real 

budgets and organizational buy-in are in full deployment. 

The Aligning level can be summarized across the five categories as follows: 

CATEGORY ALIGNING LEVEL STATE  

ML USAGE ▪ Widely used across the organization 

▪ Advanced capabilities such as MLOps and Responsible AI 
are being used 

ALIGNMENT BETWEEN ML 
AND ANALYTICS 

▪ Interoperation principles formally defined at the 
organizational level 

▪ ML a strategic focus of the organization and integration 
with analytics is a priority 

ML ORGANIZATIONAL 
FUNCTION 

▪ Present and fully operational 

▪ Major projects with approved business cases and budgets 
are in full deployment 

ML TRAINING ▪ All ML staff are formally trained 

▪ Most analytics staff are informally or formally trained 

ML STAFFING ▪ Fully trained data scientists recruited from outside the 
organization 

▪ Advanced analytics staff with ML training transferred into 
the ML organization 
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Level 5: Optimizing 

In the Optimizing level, the analytics and ML practices are tightly coordinated, delivering significant 

benefits to the organization. Professional data scientists, analytics practitioners with ML skills, 

statisticians and other experts are recruited, and business users are trained formally in analytics and 

ML concepts. Metrics on ML adoption are being closely monitored and any necessary course 

corrections are implemented quickly. The implementation of analytics and ML is ubiquitous and 

smooth, a key part of how the organization does business in the digital age. 

The Optimizing level can be summarized across the five categories as follows: 

CATEGORY OPTIMIZING LEVEL STATE  

ML USAGE  ▪ ML is infused in all parts of the organization 

▪ The organization uses ML to analyze data, predict 
patterns and generate insights that inform all aspects of 
its strategy and help differentiate it in the market 

ALIGNMENT BETWEEN ML 
AND ANALYTICS  

▪ Operating comprehensively and harmoniously on joint 
projects delivering real value to the organization 

▪ Can be merged under one function or operate as distinct 
but fully aligned departments within an organization 

▪ Think and act as one; barriers between functions are 
completely dissolved 

ML ORGANIZATIONAL 
FUNCTION  

▪ Fully operational and closely cooperating with analytics 

▪ Widespread use of metrics to gauge and optimize ML 
adoption, usage and performance 

▪ Benefits realization processes are extensively used 

ML TRAINING  ▪ All ML staff are formally trained 

▪ All analytics staff are formally trained 

▪ Many business users are formally trained 

ML STAFFING  ▪ Fully trained data scientists with advanced analytics skills  

▪ Fully trained analytics experts with ML skills 

▪ Mathematicians, statisticians and similar disciplines are 
actively recruited 

 

A single table summarizing all five levels of the maturity model is presented in Appendix A of this 

document. 
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A BRIEF INTRODUCTION TO RESPONSIBLE AI  

As ML continues to mature and becomes more widely used, the issues of trust and fairness in the 

process, data and models used to generate insights and predict outcomes has come under scrutiny 

from business and political entities. Algorithmic bias against peoples’ immutable characteristics such 

as, for example, age, race and religious affiliation, are not just unethical, but are antithetical to 

credible organizations that inspire public and regulatory trust. 

For both its models and source data, a mature ML practice must demonstrate fairness, ethics, 

transparency, and accountability. It must also be compliant with applicable regulations, rules, 

stakeholder expectations and societal responsibilities. 

The framework for bringing these expectations together is called Responsible AI. While still evolving, 

with ongoing research and fine tuning, several key characteristics have emerged that every ML 

practice must possess: 

• Governance and Control: audit trailing and lineage of ML assets; standardized documentation on 

models’ goals, limitations, deployment context, code, experiments, and associated datasets. 

• Monitoring and Understanding: Close supervision, auditing and monitoring of algorithmic 

performance against organizationally-defined goals such as unfairness assessment as well as 

security and accountability. Ability to explain model behavior; describe in detail the impact of 

model features on predictive performance; demonstrate neutrality and fairness, model accuracy 

and fairness tradeoffs. 

• Design and Protection: trust, privacy, transparency, confidentiality and security built into model 

design; avoidance of data leaks of personally identifiable information (PII) and general 

safeguarding of model data, both inside and outside the organization. 

• Training and Upskilling: Enhancing the workforce’s skills in Responsible AI will be critical. Training 

an organization’s ML workforce in concepts such as algorithmic bias, model fairness and other 

aspects of Responsible AI; upskilling analytics team members in “traditional” ML concepts in 

concert with Responsible AI 

Adopting a Responsible AI framework, as an organization builds its ML practice, poses challenges 

around costs, internal culture, transparency, time to implementation and collaboration with the 

analytics and other departments. Organizations must undertake significant efforts towards training 

and upskilling ML and analytics staff, something that each organization will have to design, tailor and 

implement according to its values and policies. 

By using a robust platform such as Azure ML, in which Microsoft is investing heavily to bring ease-of-

use and powerful capabilities geared towards implementing Responsible AI, organizations can take a 

significant step towards maturing their ML practices and adhering to their ethical responsibilities. 

Azure ML offers significant capabilities across the first three of the above key characteristics, and we 

will describe these in the Azure ML Primer section below. 
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AZURE MACHINE LEARNING: A PRIMER 

How does one bring all the elements of a successful ML practice together? An organization could build 

a bespoke solution that attempts to implement all of the facets we have described. But that could be a 

significant and costly undertaking, outside the organization’s core mission. The more prudent 

approach is to partner with a trusted cloud provider that offers a combination of cloud-native ML, 

analytics and DevOps solutions 

Microsoft Azure offers an environment where both the ML and analytics practices can come together 

harmoniously. Azure analytics and DevOps offerings are wide in scope and powerful; we will not 

discuss them in detail in this paper but please refer for details here for a detailed view of the 

capabilities on the latter. In this section we will concentrate on the major capabilities of Azure ML, 

Microsoft’s Machine Learning cloud-native solution that can help organizations of any size implement 

a mature,  cost-effective and collaborative ML culture. 

Azure ML’s main capabilities revolve around these four categories: 

• Support for all ML skills levels: Building models with no-code, visual drag & drop designer and 

other authoring experiences that accommodate varying skills; extensive AutoML capabilities; 

support for building models programmatically in Python and other languages; team collaboration 

facilities including support for notebooks and external integrated development environments 

(IDEs) 

• Full support for MLOps: All five MLOps categories described earlier are robustly supported in 

Azure ML. 

• Extensive support for Responsible AI / ML: Model understanding and fairness assessment 

features including model explainers for use during model training and inferencing; model 

interpretability through integration with the InterpretML (including SHAP) open-source Python 

interpretability packages; data privacy and confidentiality preservation features, including 

differential privacy capabilities, data leak protection, encryption and confidential ML learning 

techniques; full auditing and tracking capabilities for models, datasets and experiments. 

• Integration with open-source and external integrations: Support for open-source frameworks 

such as MLflow, Kubeflow, ONNX, PyTorch, scikit-learn, TensorFlow, Chainer, Keras; languages like 

Python and R, among others; and notebook platforms and IDEs such as Jupyter, Visual Studio Code 

and RStudio. Azure Open Datasets provide access to curated data sets for ML model training, 

including those for weather, city safety, satellite imagery, topography, genomics, COVID-19, and 

socioeconomic data, among others. 

• Integration with Azure Synapse Analytics: Support for training of models through automated ML 

by integrating with Azure Synapse Notebooks; a guided experience through Synapse Studio which 

enables ONNX model deployment directly from the Azure ML registry; and other integration 

points. 

Additional details on Azure ML’s capabilities are available here. 

https://azure.microsoft.com/en-us/services/devops/
https://azure.microsoft.com/en-us/services/machine-learning/
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AZURE ML CUSTOMER STORIES   

Azure ML is being widely used by customers of all sizes across the world. In this section, we present 

two such customer stories, describing the lessons learned as these customers have embarked on their 

ML journey and how Azure ML has helped them succeed. 

 

AGL 

Company Background 

For more than 180 years, AGL has been a leader in Australia’s energy sector. Today, in aggregate, 

they supply 4.5 million services to customers across Australia, including energy, phone and 

broadband, and employ more than 4,000 people. They are Australia’s largest private investor in 

renewable energy, working to build a sustainable future with new technologies. 

 

Opportunity and Challenges 

The company had been operating a mature analytics practice for several years. Over time, it had also 

begun experimenting and implementing aspects of ML. Existing use cases included providing insights 

on home energy consumption to retail customers; optimizing procurement practices for its power 

generating plants, by forecasting stock levels and demand; and helping call center team members 

improve service for customers. 

AGL recognized that it had to enhance its maturity model; modernize, standardize and shore up its 

internal ML practices; and closely align ML and analytics processes to serve its customers better. But 

AGL faced several challenges. Operationalizing and managing analytics solutions was difficult, and its 

model monitoring was rudimentary. But perhaps its biggest challenge was that ML work in the 

company was decentralized and siloed, impeding tech standardization and preventing a scalable ML 

architecture that blended seamlessly with the analytics practice. Something had to change. 

Solution 

To implement its vision, AGL established a Data & Analytics Centre of Excellence in 2019, that would, 

among other things, enable the creation of a sustainable and scalable industrial-grade ML 

architecture. One of the stated technical goals was to reduce the time to establish new environments 

for ML initiatives to 2-3 days, down from the previous 2-3 weeks. The architecture incorporates 

parallel on-demand at-scale training, end-to-end model and code management, automated MLOps 

deployments, model hosting and performance monitoring.  The solution leverages an “Infrastructure 

as Code” approach that ensures data science and engineering resources are transferable across 

business initiatives with all ML artifacts fully code controlled, managed and documented. 

The first use-case addressed by the Centre of Excellence was Site Level Forecasting. The solution 

predicts energy demands down to the meter level and is used to plan energy trading in response to 

grid demand. The use-case incorporates 4,500 individual models with inferencing every 5 minutes 

(~1.3M calls/daily) and includes parallelized model retraining triggered by drift. ML@Scale enabled 
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AGL to quickly deliver on this use case, significantly augmenting their previous capabilities and 

capacity.  

The architecture of this solution includes major Azure components such as Azure ML, Azure 

Kubernetes Service, Azure Databricks, Azure Synapse Analytics and Azure Data Explorer. A high-level 

architecture overview of the solution is below: 

 

 

 

Lessons Learned 

AGL’s transformation into a mature ML organization with a scalable architecture has enabled it to 

observe and learn from many lessons across its journey. The major ones include: 

• Change management is a key enabler of the ML transformation. The company realized that 

several job descriptions and associated resultant responsibilities would have to change in order to 

implement a unified ML culture. 

• Instilling a culture of productionalization is imperative. AGL has evolved from viewing ML as a 

collection of POC projects into a robust, industrial-scale production culture with a product lens at 

its core.  

• MLOps is a key differentiator. Early adoption and continuous improvement of MLOps is an 

enabler of a scalable ML practice and helped transform the ML culture of the company. The strong 

MLOps capabilities in Azure ML have proven vital to this. 
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• Solid business cases matter. Creating solid business cases with quantifiable, measurable benefits 

and educating business users on the costs of running ML models in production is required in order 

to gain stakeholder buy-in. 

• ML needs various skill sets from different people in the company. Multi-disciplinary teams of 

software developers, analytics experts, statisticians, data engineers and data scientists are 

organized in closely collaborating verticals under the CoE. This accelerates adoption, ensures 

seamless communication and helps galvanize the company’s ML culture. 

 

Impact 

AGL’s mission for its combined analytics and ML CoE is to create significant scalable and sustainable 

value through data and analytics. This cascades into the following three goals: trusting and protecting 

data; using and leveraging data; and creating commercial opportunities with data. 

Implementing the new centralized CoE approach, MLOps adoption and the ML@Scale platform has 

created benefits for the company and satisfied its goals. The benefits fall along these three axes: 

• Enabling peace of mind – the company knows its data is fit for purpose, current and can be 

checked across its whole journey 

• Security & management – AGL’s data is safe, secure, managed and supported  

• Creating commercial advantages – AGL can grow its customer understanding, adapt to the 

market and enable new use cases as needed. The company can also get started for less cost, track 

ongoing value from its investments and sync with its business cases at every stage 

AGL will continue to invest in its transformed combined ML and analytics culture and expects to 

incorporate more use cases into it over time, as its needs and success grow. The company is deriving 

sustained business value from these investments and is enjoying commercial advantage through a 

robust process that allows it to know and serve its customers better.  

 

BRF 

Company Background 

One of the largest food companies in the world, BRF is present in more than 130 countries and owns 

iconic brands such as Sadia, Perdigão and Qualy. The Company bases its strategy on a long-term vision 

of generating value for its more than 95 thousand employees worldwide, more than 300 thousand 

customers (including 10 thousand in Brazil), its shareholders and society at large. 

Opportunity and Challenges 

BRF possesses a strong analytics practice and had already experimented with a successful ML use 

case: forecasting the weight gain of its chickens as they move through the breeding-process. BRF 

wanted to capitalize on its initial success by operationalizing its ML practice; move ML use cases under 

development to production; better align ML and analytics practices; and streamline development of 

future ML use cases. 
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BRF faced challenges in identifying the first ML use case to develop and move to production, and to 

secure business stakeholder backing for it. Eventually, BRF homed in on the poultry weight gain 

prediction use case as a proving ground for ML in the company. Not only was the business problem 

easily understood by non-technical stakeholders, but solving it with ML would legitimize the 

technology, allowing investments and an internal reorganization to take better advantage of it. 

Solution 

Once the business side of the company was convinced of the benefits of ML, the company set about 

implementing its vision. To do that, the company created a CoE for Advanced Analytics that combined 

the company’s analytics and ML practices. This allowed the company to combine its seasoned 

analytics staff with both technical and non-technical hires and, through the ease of use of Azure ML, 

enabled strong collaboration and quick development of models. 

The company found significant success in its use of AutoML, allowing many of its non-technical users 

with backgrounds in animal health and other similar expertise to contribute to the poultry weight gain 

ML model, among others. BRF’s investments in Microsoft and Azure technology, including Azure 

advanced analytics services, paid off handsomely when extended with Azure ML capabilities. The 

company currently uses Azure Data Lake Storage, Azure Synapse Analytics, Power BI, Azure Active 

Directory and the Python programming language among other technologies, making Azure ML a 

natural and seamless fit. In addition, the strong MLOps capabilities within Azure have led to a robust 

productionalized environment for BRF and the maturing of its ML discipline.  

The high-level architecture of this environment can be seen in the diagram below: 
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Lessons Learned 

BRF’s efforts to implement and mature its ML practice and align it with its mature analytics 

capabilities have resulted in several valuable lessons for other organizations facing similar journeys. 

These include: 

• Identifying the first major use case is key. The company got its ML practice off the ground when it 

was able to identify a use case that clearly demonstrated measurable value central to the 

company’s market and operating model. This led to the IT department securing business backing 

to proceed and led to a thriving ML competency at BRF. 

• Making ML production-ready is vital. By adopting MLOps, BRF can be certain that its ML models 

are developed, tested, operated and monitored in a repeatable and reliable manner. Creating a 

stable, production-ready pipeline has created confidence in the ML approach and demonstrated 

to the rest of the company that the practice can deliver significant business value. 

• AutoML can help bring in business experts without technical knowledge. BRF has been 

successful in integrating outside expertise that is relevant to its markets through the use of 

AutoML. By allowing experts in the animal and food health sectors to develop and test models 

without the need for deep technical knowledge, BRF was able to take advantage of expertise that 

it would otherwise not have been able to tap. 

• AI and ML are not silver bullets. The success of BRF’s approach has made it more difficult, but 

also even more essential, to temper business expectations about what ML can deliver. The 

company has several avenues, including newsletters, podcasts and presentations, for educating 

business and technical stakeholders about the capabilities – as well as the limitations – of ML. 

Through these education efforts, the real impact and capabilities of ML can be explained, real 

expectations for results can be set in advance and any misconceptions for what ML can and 

cannot do can be cleared. 

Impact 

Adopting and evolving a mature ML effort within BRF has led to significant positive results for the 

company. These include: 

• Creating better health outcomes for its livestock. BRF’s models have led to better, healthier lives 

for its poultry population and consequently benefitted its downstream consumers. The company 

expects to expand the lessons from this success to the rest of its livestock population. 

• Gaining industry expertise by combining analytics and ML staff under a CoE. BRF has seen 

success with the combination of technical and non-technical staff under the same organizational 

umbrella. This has allowed its ML practice to mature as analytics-trained personnel combine with 

trained data scientists and market experts to create comprehensive ML solutions to real business 

problems. 

The company has now embarked on additional use cases, including: 

• Forecasting possible poultry disease to minimize its occurrence in livestock  

• Providing recommendation engines for supermarkets and consumer users 

• Predicting risk of road accidents for its truck distribution network in Brazil 
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• Forecasting needed supplies for the company’s animal testing labs  

BRF expects to continue investing in ML, developing additional use cases and moving those currently 

under development to production. It also expects to gain commercial advantage by becoming better 

at predicting and influencing consumer behavior, as it develops its models for supermarkets and its 

other retail channels. The company expects the continued alignment of its analytics and ML practices 

to generate commercial and operating advantages as it moves through the maturity levels of the 

combined analytics/ML lifecycle. 

CONCLUSION   

In this paper, we showed how organizations actively leveraging analytics are already well along the 

path of ML adoption, despite it not being apparent. We outlined the need for ML adoption in an 

organization and described several ways in which this can lead to increased benefits in the 

marketplace. We focused on how a successful ML practice can be layered on an already existing and 

mature analytics practice, identified common personas in each, their interactions and workflows, and 

outlined sample cloud-native architectures that can bring it all together. We also discussed the basics 

and benefits of adopting MLOps to manage the full ML lifecycle, and outlined the need for 

organizations to adopt an ethically robust Responsible AI framework in order to satisfy internal and 

external stakeholders and rid their models of algorithmic bias.  

We continued by presenting the basic capabilities of Azure Machine Learning. We discussed the 

importance of adoption through a maturity model, and we outlined a concrete five-stage maturity 

model for ML culture that seamlessly interoperates with existing analytics practices. Finally, we 

described some real-world uses and benefits customers derived from using Azure ML.  

In going through this paper, two things should have become clear: 

• Organizations need to enable a transparent, responsible and mature ML culture to flourish in 
parallel with, and gaining from, an equally mature analytics culture. 

• Getting there is a multi-stage journey that requires measured investment in both cloud 
technology (where Azure Machine Learning makes an excellent choice) but, just as important, in 
processes, workflows, operations and multi-disciplinary staff that will allow for an ethically 
responsible AI/ML culture to take root.  

With all of that in place, organizations can compete and win in the marketplace by adding machine 

learning to their analytics tools and culture – and being able to demonstrate its capabilities and 

fairness to their customers, the marketplace, regulators and all other stakeholders. Microsoft 

solutions robustly enable you to undertake this journey with a wide array of cloud-native solutions, as 

well as support and guidance for implementing the principles outlined in this paper. 
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APPENDIX A: MATURITY MODEL LEVEL SUMMARY TABLE 

The table below provides a summary of all five maturity model levels, across all five characterization 

categories: 

C A T E G O R Y  I N I T I A L  D E V E L O P I N G  I N T E G R A T I N G  A L I G N I N G  O P T I M I Z I N G  

M L  U S A G E  Not yet in place at 
formal level; POCs 
launched 

Informal usage by analytics 
staff, “citizen data scientists;” 
ML being trialed and 
investigated 

 

ML usage spreading; models 
under development 
developed trained on in-
house data 

Widely used including 
MLOps, Responsible AI  

ML ubiquitous within 
organization 

ML used to differentiate 
organization and inform all 
aspects of its strategy 

A L I G N M E N T  
B E T W E E N  M L  A N D  
A N A L Y T I C S  

No formal ML 
practice; analytics 
staff only 

ML usage by analytics staff 
initiated 

Initiatives launched; 
implementation being 
studied  

Interoperation 
prioritized and defined, 
ML a strategic focus 

Comprehensive alignment in 
place, delivering concrete 
value 

M L  
O R G A N I Z A T I O N A L  
F U N C T I O N  

No formal ML 
practice; analytics 
staff only 

No formal ML practice exists Need for a formal ML 
function recognized; 
planning underway 

ML org fully operational, 
major ML projects in full 
swing 

ML org fully operational, 
closely cooperating with 
analytics 

M L  T R A I N I N G  No formal ML 
training 

No formal ML training 
commissioned 

Select analytics staff being 
trained 

ML staff are formally 
trained; analytics staff 
have at least informal 
training 

All ML and analytics staff – 
and many business users – 
formally trained 

M L  S T A F F I N G  No formal ML 
staffing 

No formal ML staffing; 
analytics and advanced 
users only 

Analytics staff, advanced 
users only; need for formal 
ML staff recognized 

Professional data 
scientists and 
analytics staff with ML 
training  

Fully trained data scientists 
in place; analytics experts 
have ML skills; 
mathematicians, 
statisticians, etc. actively 
recruited 

 

 


